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Background & Objective

The rapid evolution of Large Language Models (LLMs) 

results in massive energy consumption, demanding new, 

power-efficient hardware solutions beyond traditional GPUs.

IMAX3 is a CGRA architected with a linear array of 

processing elements and on-chip memory[1]. 

• Latency was reduced by ~11%, successfully eliminating the 

CPU processing bottleneck[2].

• The PDP worsened due to increased power consumption, 

 as the Q6_K kernel fully utilizes all 64 PE units.

• We optimized Llama3 on the IMAX3 CGRA by offloading 

Q6_K operations with a new custom kernel, achieving a 

11% reduction in latency.

• The IMAX3 architecture demonstrated superior energy 

efficiency (PDP) compared to standard GPU and CPU 

platforms.

• Future work will focus on tuning architectural parameters 

to further improve performance and efficiency.
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Objective

Offloading the Q6_K Kernel to IMAX3

• CVT86: This instruction decodes the complex input format, 

converting the 2-bit/4-bit quantized weights and 8-bit scale data 

 into a unified 16-bit intermediate format ready for computation.

• SML16: Following the decoding step, this instruction performs 

 a highly parallel dot-product operation between the 16-bit 

intermediate data and the 8-bit integer input.

Experimental Setup

Evaluation Results

Performance Improvement from Q6_K Offloading

Model: Llama3-8B Q3_K_S 

Task: Generating 32 tokens

End-to-End Latency: To measure absolute processing speed.
Power-Delay Product (PDP): Calculated as Latency × Power

GPU remains the low for E2E latency

IMAX(28nm) is  more energy-efficient for PDP

To accelerate the latest Llama3 model by offloading 

computationally intensive Q6_K kernels directly 

onto the IMAX3 hardware to maximize performance.

The kernel's dataflow is optimized for the IMAX3 architecture and 

leverages two novel custom instructions for efficient processing:

This targeted optimization successfully removes the need for host 

CPU intervention during these calculations. The hardware offload 

ratio is increased from approximately 90% to nearly 100%
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