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AI Application Implementation and
Software-Stack Improvements

for Energy-Efficient Workloads on a CGLA∗

Takuto Ando

Abstract

Graphics processing units (GPUs) provide high AI inference throughput but
consume high power, whereas fixed-function accelerators require redesign for new
models and quantization formats. Motivated by this trade-off, this thesis ex-
amines the CPU-Grounded Linear Array (CGLA), a programmable accelerator
architecture, using its IMAX3 FPGA prototype. We integrated a CGLA back-
end into llama.cpp, whisper.cpp, and stable-diffusion.cpp. Through their shared
GGML matrix-multiplication interface, quantized and FP16 operations are dis-
patched to format-specific CGLA dot-product kernels. For dispatched quantized
operations, the PE pipeline unpacks values, applies scales, and accumulates dot
products, while application control and unsupported operations remain on the
CPU.

Measurements of Qwen3 model inference show that repeated data transfers
and host CPU processing constrain decode. Under the 28 nm ASIC projec-
tion, CGLA achieves 226× better PDP (Power-Delay Product) and 51.2× better
EDP (Energy-Delay Product) than RTX 4090 for Qwen3-0.6B Q3_K_S at 8:1.
PDP reductions are also observed in the automatic speech recognition and image
generation evaluations, extending the results beyond LLM inference.
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1 Introduction

1.1 Background
The increasing size of AI models has made inference energy a system-level con-
cern. LLM inference, speech recognition, and image generation repeatedly exe-
cute matrix operations, move model parameters, and invoke host CPU control.
These operations make total execution energy relevant in addition to device peak
power.

Graphics processing units (GPUs) are widely used for LLM inference and other
AI workloads due to their high throughput and mature software stacks, yet incur
substantial power consumption. Application-specific integrated circuits (ASICs)
specialized for fixed functions reduce power but cannot readily accommodate
changes in model structure or quantization format. To address this limitation, our
prior work proposed IMAX, a CPU-Grounded Linear Array (CGLA) accelerator
that arranges processing elements (PEs) and local memory modules (LMMs)
in a one-dimensional structure [1, 2]. IMAX3 is the FPGA prototype used to
evaluate CGLA in this thesis. The implementation and evaluation use existing
open-source software (OSS) applications under local, low-batch conditions and
include dominant kernels, transfer granularity, and host CPU control.

The three evaluation targets are llama.cpp for LLM inference [3], whisper.cpp
for speech recognition [4], and stable-diffusion.cpp for image generation [5]. They
share a common GGML computation backend. The CGLA backend offloads
dominant GGML kernels while preserving existing front-end flows.

1



1.2 Research Objective
This thesis implements CGLA execution paths for LLM inference, automatic
speech recognition (ASR) with Whisper, and image generation with Stable Dif-
fusion. The implementation includes backend dispatch, transfer policy, fallback
handling, and phase-wise profiling for CGLA execution.

The evaluation addresses three questions.

1. Which application, offload-layer, and CGLA components are required to
execute the three GGML-based applications without replacing their front
ends?

2. In the Qwen3 paths, which measured phases constrain prompt processing
and decode, and how does Q-Snap change prompt-processing throughput?

3. How does the shared GGML interface support quantized and FP16 opera-
tions for Whisper and Stable Diffusion, and what correctness, latency, and
PDP results follow under the documented conditions?

Chapter 3 defines the common measurement interval and phase decomposition
used to answer these questions.

1.3 Thesis Contributions
The main contributions are listed below.

• It implements CGLA execution paths within llama.cpp, whisper.cpp, and
stable-diffusion.cpp while retaining their model loading, tensor manage-
ment, command-line interfaces, and application control.

• It implements quantized dot-product offload and phase-wise profiling in
llama.cpp, where input transfer and host processing account for the domi-
nant decode costs in the Qwen3 configurations.

• It implements Q-Snap as a stack-level policy, increasing Qwen3-0.6B Q3_K_S
prompt-processing throughput by a factor of 1.62 under the tested config-
uration.
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• It implements FP16 offload for Whisper. On 21 LibriSpeech test-clean ut-
terances with Whisper-tiny.en, the mean normalized CPU–IMAX transcript
deltas are 0.00% for FP16 and 0.13% for Q8_0.

• It reuses the backend for Stable Diffusion Q3_K, Q8_0, and FP16 dot
products, with the tested FP16 shapes matching the CPU reference without
guard-region corruption.

1.4 Organization of the Thesis
Chapter 2 gives the architectural and research background. Chapter 3 defines the
software-stack viewpoint and the measurement boundary used in the evaluation
chapters. Chapter 4 analyzes LLM execution on IMAX. Chapter 5 evaluates Q-
Snap as a software-stack improvement within the same llama.cpp path. Chapter 6
evaluates Whisper ASR and Stable Diffusion as additional application paths.
Chapter 7 concludes the thesis.
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2 Related Work, CGLA
Architecture, and IMAX
Prototype

Workload and platform requirements motivate the CGLA architecture and IMAX
prototype described below.

2.1 AI Inference Workloads
Modern LLM inference is dominated by matrix multiplication, weight movement,
and runtime control. The transformer architecture made multi-head attention
and large feed-forward blocks central to language modeling [6]. Later model
scaling increased both compute and memory demand [7]. Prompt processing
tends to contain larger matrix operations, whereas decode repeatedly executes
smaller operations and is more sensitive to transfer overhead and fixed costs. This
phase difference matters for CGLA because transfer granularity and host control
can dominate performance even when the arithmetic kernel is accelerated.

The llama.cpp stack combines quantization, backend selection, tensor man-
agement, and application-level inference [3]. Post-training quantization methods
such as GPTQ [8], LLM.int8() [9], and AWQ [10] reduce the memory footprint
of LLM execution [11]. GGML supports multiple quantization formats, allowing
models at different precisions to be loaded and executed from a single stack.

Whisper ASR and Stable Diffusion provide application cases with data types
and runtime structures that differ from LLM inference. Whisper [12] is a trans-
former encoder-decoder model for speech recognition, and whisper.cpp provides
its C/C++ inference path [4]. Stable Diffusion follows the Latent Diffusion Model
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architecture [13], and stable-diffusion.cpp provides the C/C++ inference path
used here [5]. Both models rely on the same GGML backend as llama.cpp, so
the CGLA integration can reuse the open-source tensor and backend interfaces.
These workloads differ from LLM inference but share common integration chal-
lenges in host CPU control, local-memory capacity, direct memory access (DMA)
behavior, and kernel coverage.

2.2 Computation Platforms for AI Inference
CPUs provide general programmability, but their energy efficiency is limited for
dense tensor operations. GPUs provide high throughput and mature ecosys-
tems but consume high power. Wide single-instruction, multiple-data (SIMD)
units, large register files, and high-bandwidth memory hierarchies optimized for
throughput all contribute to power dissipation. High-bandwidth memory (HBM)-
equipped GPUs increase memory throughput, but in the low-batch inference cases
studied here, launch, transfer, and host-control costs can still remain in end-to-
end time. AI inference is dominated by matrix multiplication and weight move-
ment, and it tolerates reduced arithmetic precision with little accuracy loss [11].
This property motivates specialized hardware. However, evolving model struc-
tures and quantization formats make the key design trade-off one between spe-
cialization and generality.

2.3 From General-Purpose Devices to CGLA
General-purpose processors, GPUs, domain-specific architectures, and coarse-
grained reconfigurable architectures (CGRAs) expose different costs in compu-
tation, data movement, and programmability.

General-purpose processors allocate area and power to out-of-order (OoO)
and speculative execution. Dense, branch-free tensor loops underutilize these
mechanisms. GPUs omit speculation and instead sustain many SIMD units un-
der single-instruction, multiple-thread (SIMT) execution. However, hiding warp
stalls requires high-bandwidth memory, coalescing, and large register files and
caches. Hardware-managed data movement simplifies programming but incurs
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Figure 2.1. Comparison of the manycore/GPGPU and CGLA structures. The fig-
ure contrasts shared-memory delivery to many PEs with unidirectional
dataflow through a linear PE/LMM arrangement.

area and power overhead on embedded targets. Fig. 2.1 contrasts the manycore
and general-purpose graphics processing unit (GPGPU) structures with CGLA.
In a manycore or GPGPU, many PEs receive data through a shared memory
hierarchy. In contrast, CGLA arranges PEs and LMMs in one dimension and
explicitly controls data movement through PREFETCH and DRAIN operations
to main memory and unidirectional transfers between adjacent units.

Domain-specific architectures (DSAs) can achieve high power efficiency through
low-precision fixed-point multiply-accumulate, deep compute pipelines, and data
reuse that reduce main-memory traffic [14, 15]. These designs exploit the small ac-
curacy loss from reduced-precision inference [11] and the high energy cost of main-
memory access [16]. Fixed-function DSAs restrict their supported operations to
a narrow target and cannot accommodate unsupported operations without hard-
ware redesign. Redesigning an ASIC for each workload becomes impractical as
fabrication costs rise. This trade-off motivates a programmable accelerator that
retains software-defined mapping while reducing device power relative to a GPU.

CGRAs spatially connect coarse-grained compute blocks through topology-
dependent routing networks, which can include neighbor-oriented connections [2,
17]. Systolic arrays, including the array used in the TPU [18], also use spatial
data movement for regular computation but are not equivalent to general CGRAs.
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Systolic arrays such as TPUs target regular dense matrix execution, while appli-
cation control, quantization format, and execution shape still affect the software
boundary around such kernels. The EMAX family places an LMM and address-
generation logic inside each unit for stencil and vector operations [19, 20]. This
organization overlaps burst transfer with computation and sustains arithmetic
throughput. Two-dimensional CGRAs, however, demand extensive routing that
reduces area efficiency and complicates physical implementation. Broadcasting
identical data to multiple LMMs for irregular access wastes memory [20]. Fig. 2.2
illustrates the IMAX prototype system structure and CGLA PE/LMM arrange-
ment within each lane.

Processing System

User Space

ARMv8
Cortex-A72

Kernel Space

LPDDR4

Low 4GB

High1 4GB

High2 4GB

Processing Element (PE)

Local Memory Module (LMM)DMA
Controller

#0

#1

#2

#3

#4

#5

#6

#7

IMAX 8 Lane

AXI DMA READ

AXI DMA WRITENetwork-on-Chip
(NoC)

CGLA Configuration
Execution data path

Memory data path

Figure 2.2. Overview of the IMAX prototype and CGLA lane structure. The figure
shows the host, DMA path, multiple lanes, and the alternating PE/LMM
arrangement within each lane.

IMAX instantiates the CGLA architecture by arranging PEs and LMMs al-
ternately in a one-dimensional ring with unidirectional data transfer between
adjacent units [1]. The one-dimensional layout eliminates placement and rout-
ing overhead and limits wiring load. Non-overlapping memory regions eliminate
cache-line eviction and the large-scale multithreading otherwise required to hide
it. Unused LMMs can be clock-gated for further power reduction. CGLA retains
software-defined mapping across evolving model structures and quantization for-
mats while targeting lower device power than GPUs. The evaluation focuses on
local-memory fit, explicit DMA, and host fallback as controllable parts of the
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CGLA application path. The experiments use IMAX3, a field-programmable
gate array (FPGA) prototype of CGLA.

2.4 CGLA Architecture and IMAX Prototype
The IMAX prototype implements the one-dimensional CGLA PE/LMM ring in-
troduced in Sect. 2.3 [1, 2]. Host-supplied data is stored in lane-local LMMs and
processed as a pipeline flowing through adjacent PEs.

CGLA employs complex-instruction-set-computer (CISC)-style processing el-
ements, in contrast to the reduced-instruction-set-computer (RISC)-style units
of typical two-dimensional CGRAs. A CISC-based PE encodes more work per
hardware operation, reducing operation sequence length and dependency depth.
Kernels map to a sequence of PE-and-LMM pairs without two-dimensional place-
ment, routing, or iterative search during compilation. The same operation se-
quence executes on a CPU before hardware mapping, which simplifies algorithm
verification. Each kernel execution follows a fixed phase sequence. CONF config-
ures the PE array and LMMs, and LOAD transfers input data via DMA. EXEC
runs the pipeline, and DRAIN returns the results. Ideally, DRAIN of one itera-
tion overlaps with EXEC of the current iteration and LOAD prefetch of the next,
sustaining continuous pipeline occupation [1]. The throughput obtained from this
overlap depends on chunk size, LMM capacity, and DMA granularity.

The IMAX implementation supports cascading chips through an Advanced
eXtensible Interface (AXI) slave interface without dedicated external memory.
The lineage progresses from the Linear Array Pipeline Processor (LAPP) through
the Energy-aware Multimode Accelerator eXtension (EMAX) series to IMAX [1].
The generations advance LMM capacity, DMA throughput, area efficiency, and
multi-chip support. The IMAX3 system comprises an AMD Versal VPK180
FPGA with on-chip ARM Cortex-A72 [21], 8 lanes, 64 PEs per lane, and 512 KiB
LMM per lane. ASIC projections scale IMAX-active FPGA measurements from
145 MHz to 840 MHz using 28 nm static-timing and synthesis estimates obtained
with Synopsys Design Compiler [22].

CGLA exposes data movement directly to software. This control can reduce
memory-hierarchy overhead but renders local-memory capacity, DMA granular-
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ity, and host-side control first-order design constraints. The same arithmetic ker-
nel can produce different end-to-end behavior depending on chunking and transfer
policy. Uetani [23] implemented LLM inference on CGLA and mapped the dom-
inant dot-product kernels to the accelerator. Eto [24] evaluated LLaMA-style
models on IMAX and characterized kernel coverage across quantization formats.
Together, these studies establish functional LLM execution and kernel coverage.
The present implementation adds Whisper ASR, Stable Diffusion, and Q-Snap
to the GGML backend and measures their transfer, configuration, and host pro-
cessing costs.
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3 GGML-Based Execution Stack
and CGLA Integration

The three application paths share the software structure and measurement pro-
cedure defined below. Their implementations and results appear in Chapters 4
and 6.

3.1 GGML-Based Application Stack
The implementation reuses existing OSS application stacks and modifies only the
components required for CGLA integration. Model loading, tensor management,
command-line interface (CLI) behavior, and core application logic remain in the
original implementations. Compute-intensive kernels are selectively offloaded to
the CGLA backend. The measurements therefore include integration costs out-
side the arithmetic kernels. End-to-end performance depends on quantization
format, chunking strategy, DMA control, host-side runtime behavior, and fall-
back handling, not solely on arithmetic kernel efficiency.

The target is a GGML-based C/C++ stack shared by the three applications.
llama.cpp and whisper.cpp use this stack. The stable-diffusion.cpp path uses the
same tensor backend. These applications retain their original front-end flow. The
backend selects host, CGLA, or mixed execution from the operation shape, data
type, and transfer size. The measurements include runtime costs from the original
front ends.
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3.2 CGLA Integration Boundary
The execution stack has three layers. At the application layer, the three target
applications retain their original flow. Within the offload layer, backend dis-
patch, chunk formation, transfer scheduling, fallback handling, and profiling are
orchestrated. The CGLA hardware layer executes kernels and manages the lo-
cal memory modules. Fig. 3.1 illustrates the responsibilities of each layer and
the connection from GGML-based applications to the CGLA backend. The of-
fload layer selects the execution target from operation shape and data type, then
manages the associated transfers.

Application layer

llama.cpp whisper.cpp
stable-

diffusion.cpp

Offload layer (This research)

dispatch kernel chunking
transfer

scheduling profiling

IMAX backend / hardware layer

PE array LMM DMA engine host bridge

Tensor / Quantization model data

DMA descriptors / Kernel binary

Figure 3.1. Three-layer software stack connecting llama.cpp, whisper.cpp, and stable-
diffusion.cpp to the CGLA backend. Together, the layers preserve the
application flow, control dispatch and transfer, and execute the selected
kernels on the IMAX prototype.

An application-level quantization choice alters the data layout exposed to the
offload layer. Offload-layer decisions therefore determine the frequency of trans-
fer and control costs incurred by hardware execution. High standalone kernel
throughput may still yield poor end-to-end performance.

The offload layer contains CGLA paths for LLM kernels, an FP16 path for
Whisper ASR, Stable Diffusion backend insertion, Q-Snap chunk selection, and
profiling hooks. Subsequent chapters evaluate these artifacts within complete
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application execution paths. The stack selectively offloads kernels conforming to
the linear dataflow model and executes the remainder on the host. Once a target
kernel is selected, the offload layer partitions the data into chunks fitting the
CGLA local-memory modules and issues corresponding transfers. Chunk bound-
aries govern burst size, DMA transaction count, quantization alignment, and
setup overhead. Chunking is therefore treated as a runtime policy. CPU fallback
handles unsupported operations, but its synchronization and control transitions
can degrade end-to-end performance even when the main kernels are offloaded.
Host overhead and transfer cost are coupled. Reducing one can expose the other
as the dominant bottleneck.

3.3 Execution Phases and Measurement View
Measurements use two granularities. The application interval covers execution af-
ter model loading until the application produces its output. The accelerator-phase
decomposition covers host configuration, DMA transfer, and PE-array computa-
tion within an offloaded kernel. CONF denotes the time the host CPU spends
writing mapping commands and execution-control information to IMAX via pro-
grammed I/O (PIO). CONF is separate from LOAD of input data. Repeated
configuration for short chunks remains in end-to-end time independently of arith-
metic execution. REGV measures the PIO time required to initialize internal PE
registers for the selected kernel. Its cost scales with the number of PEs used
and the configuration state size. RANGE configures the LMM address regions
assigned to input, output, and workspace data. LOAD transfers input data from
host main memory to the LMMs via a contiguous DMA buffer. When input ar-
rays are non-contiguous, the host first consolidates them into a contiguous region
to minimize DMA transaction count. EXEC measures the interval during which
the configured PE array reads data from the LMMs and executes the target kernel
as a pipelined sequence of SIMD instructions. DRAIN transfers the result from
the LMMs to the DMA buffer in host main memory.

The LMMs employ double buffering, enabling EXEC on one buffer to overlap
with LOAD or DRAIN on the other buffer. Phase times thus represent residual
costs under overlapped transfer and computation, not purely sequential decom-
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position. A large LOAD fraction indicates limitations in input volume, DMA
burst granularity, or host-to-accelerator bandwidth. A large EXEC fraction sig-
nals that the PE pipeline dominates execution time. A large DRAIN fraction
reflects output layout, transaction count, or write-back path constraints. Large
CONF, REGV, or RANGE fractions indicate that configuration is repeated fre-
quently for short chunks. This decomposition distinguishes optimizations needed
in arithmetic kernels from those required in chunking or host CPU control logic.

Phase-wise measurements separate compute time from transfer and host over-
head. The implementation records LOAD, DRAIN, EXEC, CONF, REGV, and
RANGE together with host time outside offloaded kernels. Each platform is
timed from the completion of model loading until application output is produced
after CPU-side postprocessing. The measured interval includes accelerator-kernel
execution, accelerator configuration and transfer, host fallback, and residual host
execution. Model loading is excluded because storage and page-cache state can
otherwise affect the measured interval. The results represent complete platforms,
including their platform-specific CPU and memory configurations.

The hardware evaluation uses end-to-end latency, phase-wise execution break-
down, power-delay product (PDP), energy-delay product (EDP), kernel coverage,
and LMM-capacity sensitivity. For a platform with a single documented power
consumption, PDP and EDP are defined from power consumption and end-to-end
latency as

PDP = Power consumption × Latency. (3.1)

EDP = Power consumption × Latency2. (3.2)

For the IMAX ASIC projection, the PDP is calculated as

PDPIMAX = PIMAXTIMAX + PARMTARM, (3.3)

where PIMAX and PARM denote power consumption, and TIMAX and TARM denote
IMAX-active and residual host CPU latency, respectively. The IMAX EDP is
the resulting PDP multiplied by the projected end-to-end latency. Each platform
comparison keeps the model and quantization format fixed, so application quality
is checked for functional equivalence before hardware metrics are interpreted [25].
The Whisper paths use word error rate (WER) and character error rate (CER),
and the Stable Diffusion kernels use CPU-reference checks.
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4 LLM Execution on IMAX

The llama.cpp implementation maps quantized dot-product kernels to IMAX
and retains application control on the host. Its measured transfer and host costs
motivate the software-stack changes in Chapter 5.

4.1 Target Workloads and Execution Model
LLM inference runs on the IMAX3 prototype through llama.cpp [3]. The CGLA
backend offloads the dominant compute kernels while retaining the original host
execution structure.

Measurements cover both prompt processing and decode because they use dif-
ferent matrix shapes and transfer frequencies. Chunking, DMA, host control, and
quantization format together constrain end-to-end performance. The Qwen3 fam-
ily (0.6B, 1.7B, and 8B) supplies multiple model scales within a single llama.cpp
stack [26]. The Qwen3 experiments measure end-to-end latency, energy-oriented
metrics, and LMM-size sensitivity. The Llama3-8B Q3_K_S experiment mea-
sures kernel coverage and host fallback behavior in the same implementation.
Fig. 4.1 illustrates the inference architecture and the host-CGLA task boundary.
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Embeddings

Input

RMS Normalization

Self-Attention (Grouped Multi- Query Attention) with KV Cache

RMS Normalization

Feed Forward SwiGLU

Linear

Softmax
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Encodings
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Q K V

Processes
run on IMAX

Nx: Indicates the block is
repeated N times

Figure 4.1. Task partitioning between llama.cpp and the CGLA backend. The host
retains model management, execution control, and non-offloaded opera-
tions. The IMAX prototype executes quantized dot-product kernels in-
voked from GGML matrix multiplication.

4.2 Quantized Kernel Mapping
Quantized dot-product kernels in the GGML execution path are the primary tar-
gets. Q8_0, Q6_K, and Q3_K kernels are mapped onto the one-dimensional
CGLA dataflow. Host-side control, tensor management, and key-value (KV)
cache logic remain on CPU, while quantized dot products from matrix multipli-
cation are offloaded.
Q8_0. Q8_0 represents each 32-element weight block with signed 8-bit values
and a block scale. The kernel reads quantized weights and 8-bit inputs from
the LMMs and uses SML8 to generate two 8-bit products in parallel. The partial
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sums flow through the PE column as 24-bit integers, are accumulated with AD24,
and are converted to FP32 after applying the block scale. Four dataflows operate
in parallel, and two executions process a 32-element segment. The kernel uses 46
PEs and provides the common integer multiply-accumulate and scale-application
structure reused by the lower-bit kernels.
Q6_K. Q6_K stores 256 weights as separate 2-bit high and 4-bit low compo-
nents with 8-bit scales. The CVT86 instruction reconstructs these components
and their scales into an intermediate representation in one cycle. The SML16
instruction performs dot products with 8-bit inputs across four parallel dataflows
repeated sixteen times for 256 elements. The kernel uses all 64 PEs, increasing
both PE utilization and configuration cost.
Q3_K. Q3_K stores 256 weights as 1-bit high and 2-bit low components com-
bined with 6-bit scales. The CVT53 instruction merges the weight components
into a 3-bit representation and converts the scale for the following SIMD pipeline.
The kernel then uses SML16 and FP32 conversion in the same backend structure
as Q6_K. Four parallel dataflows are repeated sixteen times to process 256 ele-
ments. The Q3_K mapping uses 51 PEs and performs unpacking and accumu-
lation continuously within one PE column.

The storage costs for Q8_0, Q3_K, and Q6_K, including block scales, are 8.50,
3.44, and 6.56 bits per weight, respectively, versus 16.00 for FP16. Q3_K and
Q6_K reduce storage relative to Q8_0 but demand format-specific unpacking at
the front end (CVT53/CVT86). Quantization reduces LMM demand and transfer
volume at the cost of additional unpacking stages in the PE column.

Fig. 4.2 compares the one-column dataflows for Q6_K and Q3_K mapped to
CGLA. Both kernels decompress mixed-precision packed weights at the front end,
then share a common multiply-accumulate and FP32 pipeline. Format-specific
instructions adapt the unpacking and compute stages.
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Figure 4.2. One-column dataflows of the Q6_K and Q3_K dot-product kernels
mapped onto CGLA. Format-specific unpacking and scale handling are
performed at the front end, followed by a shared SIMD integer multiply-
accumulate and FP32 conversion pipeline.

In the Q3_K_S path, Q6_K operations accounting for approximately 10% of
total computation remained on the host fallback path. Adding IMAX-side Q6_K
reduced the latency for generating 32 tokens with Llama3-8B from 34.2 s to 30.4 s.
The 3.8 s difference is the measured latency change associated with adding this
kernel coverage in the tested configuration.

4.3 System-Level Evaluation Results
The system-level evaluation measures execution phases after quantized-kernel of-
fload and varies model scale and LMM capacity. The evaluation uses Qwen3-0.6B,
Qwen3-1.7B, and Qwen3-8B in Q8_0 and Q3_K_S on the IMAX3 prototype.
The hardware is a VPK180-based IMAX3 with 8 lanes, 64 PEs per lane, 512 KiB
LMM per lane, a 145 MHz FPGA clock, and two host threads. For ASIC pro-
jection, IMAX-active FPGA measurements are scaled from 145 MHz to 840 MHz
using the 28 nm Design Compiler estimates [22]. Host CPU execution remains un-
scaled. PDP and EDP use the resulting execution times, synthesis-based IMAX
estimates, and nominal platform power estimates. Each horizontal-axis label
pairs the number of prompt tokens with the number of generated tokens. Each
comparison uses the same host-thread setting and IMAX prototype configuration
within the reported Qwen3 condition. Table 4.1 summarizes the Qwen3 evalu-
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Table 4.1. Specifications and power models of the Qwen3 evaluation platforms and
projected IMAX ASIC. The ASIC projection uses the 28 nm Design Com-
piler estimates.

Device Host CPU Compute unitsa Process Freq. Memory Power modelc

(node) (MHz) (W)

IMAX3 (VPK180) [21] Cortex-A72 64 7 145 8 GB+4 GBb –
IMAX (28 nm, 1 lane) [1] – 64 28 840 – 0.647
RTX 4090 [27] Xeon W5-2455X [28] 16384 4N 2520 24 GB 650
GTX 1080 Ti [29] Xeon W5-2455X 3584 16 1582 11 GB GDDR5X 250
Jetson AGX Orin [30] Cortex-A78AE 1792 8 930 32 GB 15
aFor IMAX3 and IMAX, compute units denote PEs per lane. For RTX 4090, GTX 1080 Ti,
and Jetson AGX Orin, they denote CUDA cores. b8 GB DDR4 OS buffer and 4 GB DDR4
DMA buffer. cValues used in the recalculated PDP/EDP model.

ation platforms and the projected IMAX ASIC specifications from the IMAX
report and manufacturer documentation. The archived GTX 1080 Ti latency
series in Fig. 4.3 and Fig. 4.5 uses the Xeon W5-2455X host listed in Table 4.1
and the model, quantization, and token configurations shown in the figures. Its
250 W nominal board-power value is reported for traceability, but the current re-
calculated PDP and EDP plots exclude GTX 1080 Ti because their power model
includes only projected IMAX, RTX 4090, and Jetson AGX Orin. In the Qwen3
configurations, data transfer and host-side overhead are the primary constraints
on decode execution. Increasing clock frequency or lane count alone therefore does
not make end-to-end latency scale proportionally when LOAD, CONF, DRAIN,
and residual host time remain. Fig. 4.3 presents end-to-end latency for Qwen3-
0.6B Q3_K_S and Qwen3-8B Q8_0. The 8B case exhibits larger latency gaps
against GPU platforms and a greater weight-transfer volume.
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Figure 4.3. End-to-end latency for the small Qwen3-0.6B Q3_K_S and large Qwen3-
8B Q8_0 configurations. Each horizontal-axis label pairs the number of
prompt tokens with the number of generated tokens.

4.3.1 Prompt Processing and Decode
Fig. 4.4 presents the execution-time breakdown for prompt processing and decode.
Prompt processing amortizes transfer costs over larger matrix operations, while
decode repeatedly invokes smaller operations and exposes fixed host overhead.
In the decode measurements, LOAD accounts for the dominant accelerator phase
because each generated token requires parameter re-transfer. The phase distri-
butions therefore require different optimization targets. Reducing EXEC can
shorten prompt processing, but it does not remove the transfer and host costs
exposed by repeated decode steps. Reducing end-to-end decode time requires
policies that reduce transfer volume or the number of transfer and configuration
events through chunk formation and transfer scheduling.
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(b) Decode phase.
Figure 4.4. Execution-time breakdown by phase. Prompt processing has a larger

EXEC fraction, whereas decode has a larger LOAD fraction because input
transfer repeats for each generated token.
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The prompt–decode asymmetry means that a single static execution policy
does not address both phases. For variable generated lengths, the application
uses chunk formation, padding, or residual fallback. End-to-end latency depends
on chunk occupancy and transfer count. Chapter 5 addresses this gap through
software-stack modifications.

4.3.2 Model-Size Scaling
The evaluation spans three model sizes of 0.6B, 1.7B, and 8B parameters. Fig. 4.5
shows end-to-end latency and recalculated PDP for the 1.7B model under Q8_0.
Fig. 4.6 reports PDP and EDP for the representative Qwen3-0.6B Q3_K_S case.

For Qwen3-1.7B Q8_0, RTX 4090 has the shortest latency, while the pro-
jected IMAX has the lowest PDP in every configuration shown in Fig. 4.5. The
PDP advantage therefore comes from lower estimated power rather than shorter
execution time. For Qwen3-0.6B Q3_K_S, the projected IMAX has the low-
est PDP and EDP across the nine prompt–generation configurations in Fig. 4.6.
Both metrics increase as the generated sequence becomes longer because transfer
and residual host time also increase. The stronger latency weighting in EDP re-
duces the advantage as these non-kernel costs grow. For the 8:1 configuration in
Fig. 4.6, the projected IMAX achieves 226× better PDP and 51.2× better EDP
than RTX 4090 under the stated power model.

Across the Qwen3 model-size sweep, the parameter count increases from 0.6B
to 8B, and weight-transfer volume grows accordingly. Prompt processing shows
higher EXEC fractions with larger matrix dimensions. Decode exhibits increasing
per-token transfer cost because each token requires more weight data through
DMA. Consequently, the LOAD fraction grows across the model sizes, reinforcing
the decode-phase transfer dominance shown in Fig. 4.4.
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Figure 4.5. End-to-end latency and recalculated PDP for Qwen3-1.7B Q8_0.
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Figure 4.6. Recalculated PDP and EDP for Qwen3-0.6B Q3_K_S.

4.3.3 LMM Capacity Design Space
Fig. 4.7 reports PDP sensitivity across three Qwen3 models and two quantization
formats. Across all 18 curves, 64 KiB gives the minimum PDP. Increasing LMM
capacity beyond the workload fit point raises static memory power.
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Figure 4.7. Relationship between LMM size and PDP for three Qwen3 model scales
under Q3_K_S and Q8_0. Each curve corresponds to one prompt-token
and generated-token pair.
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5 Software Stack Improvements
for CGLA

5.1 Need for Stack-Level Improvement
The measurements in Chapter 4 show that functional kernel offload does not
by itself reduce end-to-end latency. The default execution policies in the OSS
application produce chunk and transfer behavior mismatched with CGLA exe-
cution. Static chunking heuristics can produce chunks that are too small for
burst-oriented CGLA execution. Such chunks increase kernel launches, DMA la-
tency, and PE underutilization. Conversely, overly large chunks can exceed LMM
capacity or reduce kernel coverage. Automatic mapping of arbitrary computa-
tion graphs is outside the implemented scope. On the IMAX prototype, each
chunk triggers kernel configuration, LOAD, EXEC, and DRAIN. Chunk size and
transfer aggregation are therefore software-stack parameters.

5.2 Q-Snap
Q-Snap is a quantization-aware dynamic chunking policy for LLM execution on
a CGLA. The prompt and generated tokens reported in the evaluation are model
sequence units, whereas an execution chunk is a group of matrix rows processed
by a CGLA invocation. The evaluation derives chunk size from the quantization
format and LMM capacity. It compares Q-Snap with the baseline and fixed chunk
sizes using kernel-launch count and throughput. Q-Snap determines chunk size
by considering the memory footprint of each row, the alignment constraints im-
posed by the quantization format, and the physical capacity of the local memory.
Fig. 5.1 compares the conventional baseline, fixed-size chunking, and Q-Snap.
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Figure 5.1. Comparison of Q-Snap, the llama.cpp default heuristic, and fixed-size
chunking for the CGLA dot-product kernel.

The baseline in Fig. 5.1 uses the default llama.cpp heuristic. Q-Snap instead
uses quantized row footprint and local-memory capacity, which determine burst
size, DMA count, and local-memory fit.

5.2.1 Chunk-Size Derivation
Q-Snap computes chunk size as follows. Let CLMM denote the available LMM
capacity in bytes, and let K denote the inner-product dimension. Let bq denote
the number of elements in one block of quantization format q, and let sq denote
its size in bytes. The quantized row footprint is

f(q, K) =
⌈

K

bq

⌉
sq. (5.1)

The maximum number of rows that fit within the LMM is given by

nmax =
⌊

CLMM

f(q, K)

⌋
. (5.2)

The chunk size is then snapped down to the largest admissible power-of-two
bucket so that it matches the burst-oriented transfer granularity of CGLA exe-
cution. Let B = {16, 32, 64, 128, 256, 512, 1024} denote the bucket set. The final
chunk size is

nchunk = max{ Bi ∈ B | Bi ≤ nmax }. (5.3)

Equation 5.3 applies when nmax ≥ min B = 16. If nmax < 16, no admissible
IMAX bucket exists and the operation remains on the host fallback path.
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Figure 5.2. Prompt-processing and decode throughput under the baseline chunking
policy and Q-Snap. Adapting chunk size to the quantization format and
LMM capacity reduces kernel launches and transfer issuance.

Eq. (5.1), Eq. (5.2), and Eq. (5.3) derive chunk size from LMM capacity and
the block layout of the active quantization format. The derived size changes with
quantization format and LMM capacity.

The storage costs described in Chapter 4 determine f(q, K) in Q-Snap. Q8_0,
Q3_K, and Q6_K require 8.50, 3.44, and 6.56 bits per weight, respectively. The
number of rows that fit in the same LMM therefore differs by format. Their
block sizes and scale layouts determine bq and sq in Eq. (5.1). Q-Snap derives the
chunk size from the actual row size including scale metadata rather than from the
nominal weight width. The quantitative Q-Snap evaluation below uses Q3_K_S
only.

5.2.2 Quantitative Results
The Q-Snap and fixed-chunk comparisons use Q3_K_S models from the Qwen3-
0.6B, Qwen3-1.7B, and Qwen3-8B families. Each run uses 32 input tokens, 32 gen-
erated tokens, two host threads, and the 512 KiB LMM configuration of IMAX3.
The baseline uses the default static chunking heuristic of llama.cpp. Within each
comparison, only the chunk-formation policy is changed. Fig. 5.2 reports that
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Figure 5.3. Throughput and kernel-launch count as the fixed chunk size is varied.
The sweep shows the trade-off between launch overhead for small chunks
and LMM incompatibility for chunks that exceed the LMM constraint.

prompt-processing throughput for Qwen3-0.6B increases from 17.11 to 27.70 to-
kens/s (1.62×). For Qwen3-1.7B and Qwen3-8B, it increases from 7.5 to 10.2
tokens/s (1.36×) and from 1.9 to 2.2 tokens/s (1.16×), respectively. Decode
throughput increases from 3.9 to 5.6, 1.9 to 2.4, and 0.5 to 0.6 tokens/s for the
three models, respectively. The relative gain decreases for larger models as costs
outside chunk formation become larger.

Figure 5.3 shows the fixed-size sensitivity sweep. Increasing the chunk size from
64 to 256 raises prompt-processing throughput from 17.10 to 25.50 tokens/s. The
same change reduces IMAX kernel launches from 252,602 to 63,167. Throughput
decreases to 16.80 tokens/s at 512 and to 3.41 tokens/s at 4096. Q-Snap achieves
27.69 tokens/s with 33,409 IMAX launches while preserving LMM compatibility.

The arithmetic kernel is unchanged in these comparisons. Kernel-launch counts
and phase measurements therefore isolate the effect of chunk formation and trans-
fer granularity. The next chapter applies the same backend interface to ASR and
image-generation paths.
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6 Speech Recognition and Image
Generation on the IMAX
Prototype

The CGLA backend is also integrated with Whisper ASR and Stable Diffusion on
the IMAX prototype. Whisper is dominated by FP16 operations, whereas Stable
Diffusion uses Q3_K, Q8_0, and FP16 dot-product offload. These data types
and their kernel coverage produce different transfer and fallback behavior.

6.1 Extension to GGML-Based Applications
llama.cpp, whisper.cpp, and stable-diffusion.cpp share common GGML tensor
representations, matrix-multiplication call signatures, and quantized data for-
mats [3–5]. At the shared mul_mat interface, the CGLA backend reuses Q8_0,
Q3_K, and Q6_K kernels where GGML formats match. It adds an FP16 ker-
nel for Whisper and Stable Diffusion. Application-specific encoding, decoding,
and denoising control remain on the host while dominant matrix operations are
incrementally offloaded through this boundary.

6.2 Whisper ASR
The Whisper path uses the shared mul_mat interface with data-type-specific
dispatch and host execution for unsupported operations. The implementation
uses an FP16 dot-product kernel with inline FP16-to-FP32 conversion, SIMD
operations on the 64-bit datapath, mixed execution, and padding elimination.
On the host CPU, dot-product operations account for 90.6% of FP16 time and
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87.1% of Q8_0 time, and these kernels are offloaded to IMAX. Whisper-tiny.en
provides the main result, with base and small models used to measure the effect
of model size and kernel coverage.

6.2.1 FP16 Kernel Design and Implementation
Techniques

The dominant Whisper tensor format is FP16, while the LLM kernels use low-
bit quantized types. The existing Q8_0 and Q3_K kernels cannot handle FP16
operations. An FP16 dot-product kernel was designed for this workload.

The FP16 kernel employs several implementation techniques. First, arithmetic
logic unit 2 (ALU2) converts FP16 operands from the LMM to FP32 using bit
operations. This conversion requires neither a dedicated conversion circuit nor
host-side preconversion. Second, arithmetic logic unit 1 (ALU1) and the 64-
bit datapath execute two 32-bit fused multiply-add (FMA) operations in par-
allel. Third, column-wise multithreading maps four logical FMA operations to
one physical floating-point unit (FPU) and hides FPU latency in the pipeline.
Operands stream from the LMM while conversion, multiplication, accumulation,
and reduction proceed along the PE column, as illustrated in Fig. 6.1. The FP16
kernel employs 22 PEs per lane and maps the conversion and accumulation path
onto the CGLA one-dimensional dataflow.
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Figure 6.1. Dataflow of the FP16 dot-product kernel on the IMAX prototype. Each
pair of FP16 operands from the source tensors is converted to FP32. The
operands are multiplied and accumulated along the PE column. The
running sum updates the destination tensor.

Fourth, a mixed execution strategy handles tensor dimensions that do not
align with CGLA burst boundaries. Burst-aligned regions execute on the IMAX
prototype. Residual elements execute on the host CPU. For Whisper-tiny.en,
the principal matrix dimensions are exact multiples of the burst length, so the
CPU-side residual is zero for these kernels. Fifth, data-padding removal reduces
the LMM capacity occupied by CPU-side alignment padding. The original FP16
tensors in whisper.cpp include 32-byte alignment padding for CPU-side SIMD
processing. This padding wastes LMM capacity in the CGLA data path, where
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alignment constraints differ. Removing it reduces the number of padding bytes
transferred to the LMM. Fig. 6.2 illustrates the Whisper ASR processing flow.
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Figure 6.2. Whisper ASR processing flow. Raw audio is converted to an 80-channel
log-mel spectrogram. The convolutional front end and Transformer en-
coder produce context embeddings. The decoder generates output tokens
by attending to the encoder output and previously generated tokens.

The encoder and decoder offload FP16 dot products through the shared back-
end. Host-side ASR control remains unchanged. This FP16 path is also needed
by Stable Diffusion, where FP16 operations dominate 59.0% of dot-product exe-
cution time.

6.2.2 Energy Efficiency and Platform Comparison
The PDP values use the FPGA-to-ASIC projection and platform power estimates
defined in Chapter 3. The main ASR evaluation covers three model sizes, tiny,
base, and small, under the FP16 and Q8_0 formats. On 21 LibriSpeech test-
clean utterances [31] with Whisper-tiny.en, the IMAX FP16 path has a mean
normalized CPU–IMAX word-level transcript delta of 0.00%. Both the CPU and
IMAX FP16 paths record WER 2.96% and CER 0.74%. The IMAX Q8_0 path
has a mean normalized CPU–IMAX word-level transcript delta of 0.13%, and
both paths record WER 5.03% and CER 1.82%.

Fig. 6.3 presents the cross-platform PDP comparison and burst-length trade-
off for Whisper dot-product kernel offloading. Relative to Jetson AGX Orin,
the projected IMAX has lower PDP for both tiny configurations and for base
Q8_0, but higher PDP for base FP16 and both small configurations. Relative to
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Figure 6.3. Cross-platform PDP comparison and burst-length trade-off for Whisper
ASR. The burst-length sweep uses Whisper-tiny.en FP16 with 32 KiB
LMM, two lanes, and two host threads.

RTX 4090, the projected IMAX has lower PDP in all six Whisper configurations
shown. In the IMAX phase measurement, EXEC accounts for 60.89% of total
runtime in FP16 and 74.70% in Q8_0. In the burst-length sweep, burst length 32
minimizes latency, whereas burst length 16 gives the lowest PDP and EDP. The
Whisper evaluation covers LMM capacities from 16 to 256 KiB, with the minimum
PDP at 32 KiB for this workload. Smaller LMMs reduce kernel coverage and
increase transfer round-trips, whereas larger LMMs increase static power beyond
their coverage benefits.

Table 6.1 reports cumulative kernel coverage as a function of LMM size across
the three Whisper models. At 32 KiB, coverage is 93.8% for tiny but remains
near 66% for base and small, which exceed 94% only at 64 KiB.
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Table 6.1. Cumulative percentage of Whisper kernels that fit within each LMM size
for the tiny, base, and small models.

Model 16 KiB 32 KiB 64 KiB 128 KiB 256 KiB

tiny (78 MB) 66.4 93.8 93.8 100.0 100.0
base (148 MB) 66.5 66.5 94.2 97.1 99.9
small (488 MB) 66.5 66.5 94.4 96.9 99.9

Values are cumulative coverage percentages by kernel count.

Fig. 6.4 relates LMM capacity to projected end-to-end latency. As the LMM
grows, more dot-product kernels remain on IMAX and fewer operations fall back
to the CPU. The base and small models therefore benefit more from additional
LMM capacity than the tiny model, whose kernel coverage is already 93.8% at
32 KiB. Kernel count alone, however, does not determine latency. For small Q8_0,
coverage exceeds 94% at 64 KiB, but projected latency remains near 117 s across
32–64 KiB because the remaining fallback kernels are expensive. At 128 KiB,
reduced fallback time lowers latency to 46.84 s.
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The 90.6% FP16 dot-product share gives a CPU-profile Amdahl upper bound
of 10.6× for ideal dot-product acceleration. The corresponding 87.1% Q8_0 share
gives an upper bound of 7.8×. For Whisper-tiny.en FP16 with 32 KiB LMM, burst
length 16 minimizes PDP and EDP, whereas burst length 32 minimizes latency
at higher power. Changing the dominant data type from low-bit quantization to
FP16 therefore requires an FP16 backend path and residual handling.

6.3 Stable Diffusion
The CGLA backend is integrated into stable-diffusion.cpp [5]. It dispatches
Q3_K, Q8_0, and FP16 dot-product kernels from mul_mat calls while retaining
the denoising pipeline on the host.

6.3.1 Experimental Setup and Quantitative Results
The Stable Diffusion evaluation employed IMAX3 in a single-lane configuration
at 145 MHz with 512 KiB LMM per lane. The target model is SD-Turbo, which is
based on Adversarial Diffusion Distillation for one- to four-step sampling [32]. The
platform comparison uses Q3_K and Q8_0. The execution path also dispatches
FP16 dot-product operations through the same CGLA backend. The IMAX ASIC
values use the projection defined in Chapter 3.
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Figure 6.5. End-to-end latency and PDP for SD-Turbo on IMAX FPGA, the pro-
jected 28 nm ASIC, Xeon, and RTX 4090.

The RTX 4090 evaluation uses SD-Turbo at 512×512 resolution with one de-
noising step. Five runs were performed for each of Q3_K and Q8_0. The median
elapsed times were 2.45 s for Q3_K and 2.50 s for Q8_0. Figure 6.5 compares
IMAX FPGA, the projected ASIC, Xeon, and RTX 4090 measurements. The
RTX 4090 PDP uses a nominal platform power estimate [27, 28].

RTX 4090 has the shortest end-to-end latency for both quantization formats in
Fig. 6.5. The projected IMAX ASIC has lower PDP than RTX 4090 for Q3_K but
higher PDP for Q8_0. The ordering changes because the quantization formats
alter the offloaded kernel mix, transfer volume, and host execution that remain
in the complete image-generation path.

The workload composition explains why Stable Diffusion uses the FP16 kernel
alongside quantized kernels for image generation. Q3_K, FP16, and FP32 rep-
resent 10.3%, 59.0%, and 30.7% of Stable Diffusion dot-product execution time,
respectively. The Whisper FP16 kernel was compiled against the Stable Diffusion
tensor layout. It was compared with the CPU reference at K = 256, 320, 640,
and 1280 with output-column counts of 1 and 16. These tests matched the CPU
reference without guard-region corruption.
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6.4 Cross-Workload Discussion
LLM inference, Whisper ASR, and Stable Diffusion share the GGML mul_mat
interface but have different performance constraints. The constraints are quanti-
zation and repeated decode transfers for LLMs, FP16 and residual handling for
Whisper, and FP16/FP32 coverage for Stable Diffusion. The shared interface
limits code changes to backend dispatch and data transfer. These policies still
account for each workload’s dominant data type, tensor shape, and burst con-
straints. For these workloads, CGLA offload applies to dominant kernels that
match linear dataflow. Their input and intermediate data must be partition-
able into blocks that fit LMM capacity. LMM capacity is compared using kernel
coverage and memory power for each workload.

6.5 Evaluation Scope and Limitations
PDP and EDP use synthesis-based ASIC estimates and nominal platform power
estimates instead of workload-average power measurements. The FPGA-to-ASIC
projection scales IMAX-active time to the 840 MHz Design Compiler condition.
Host CPU time remains unscaled.

The Whisper accuracy check uses 21 LibriSpeech test-clean utterances. The
latency and PDP comparison uses one standardized speech clip of approximately
ten seconds. This input controls the platform comparison but does not measure
input-length variability.

The workload set covers GGML-based applications centered on matrix opera-
tions. Query-dependent irregular memory access and search data structures are
not measured.
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7 Conclusion

This thesis implemented and evaluated CGLA execution paths for LLM infer-
ence, Whisper ASR, and Stable Diffusion on IMAX3. Across these low-batch
application paths, input transfer, host processing, uncovered kernels, and resid-
ual FP32 or application control constrained performance. PE arithmetic was
not the dominant cost in these cases. The three applications retain their origi-
nal model loading, tensor management, command-line interfaces, and application
control while the GGML backend selects CGLA or CPU execution.

In the llama.cpp path, data transfer and host-side overhead limit decode ex-
ecution. Q-Snap increased prompt-processing throughput by a factor of 1.62.
For Whisper-tiny.en, the FP16 and Q8_0 paths record the same WER and CER
as their CPU counterparts on the 21-utterance accuracy set. Relative to Jetson
AGX Orin, the projected IMAX has lower PDP for both tiny configurations and
for base Q8_0, but higher PDP for base FP16 and both small configurations.
Relative to RTX 4090, the projected IMAX has lower PDP in all six Whisper
configurations shown. For SD-Turbo, the projected IMAX ASIC PDP ordering
relative to RTX 4090 depends on quantization format, while the tested FP16
shapes match the CPU reference without guard-region corruption.

Future work includes a higher-bandwidth host interconnect for the host- and
transfer-bound decode phase and native support for additional low-bit quanti-
zation formats. Key-value cache handling, kernel-mapping tools, and evaluation
with additional models and inputs also remain.
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